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Abstract
Convolutional neural networks (CNNs) have made tremendous progress in solving many challenging problems. Good

activation functions can improve the performance of CNNs. The existing activation functions exhibit inconsistent per-

formance gains across different training settings, models, datasets and tasks. To solve this problem, we propose a general

smoothed approximation for the maximum function maxðxi; axiÞ using the linear combination of the smoothed rectified

linear unit and the identity function. And we use exponential moving average to training the negative slope in this

smoothed approximation. To validate the effectiveness of our approach, we also present a smoothed approximation case

named leaky power function linear unit (LPFLU) to compare with the current state-of-the-art activation functions.

Experimental results demonstrate that our LPFLU outperforms the existing state-of-the-art activation functions in

improved robustness across different training settings, models, datasets and tasks.

Keywords Convolutional neural networks � Activation functions � Smoothed approximation � Maximum function �
Linear combination

1 Introduction

In recent years, deep convolutional neural networks

(CNNs) have made significant strides and had a profound

impact on real-world applications, e.g., object detec-

tion [1], semantic segmentation [2], vehicle re-identifica-

tion [3] and human pose estimation [4]. Weight

initialization [5], loss functions [6], overfitting [7], opti-

mization [8, 9] and etc. are crucial components of

networks.

The activation functions play a very crucial role in

CNNs by learning the abstract features through nonlinear

transformations [10]. The widely used activation function

is the Rectified Linear Unit (ReLU) [11–13], defined as

f ðxÞ ¼ maxðx; 0Þ. The use of ReLUs was a breakthrough in

enabling the fully supervised training of state-of-the-art

deep CNNs. Deep CNNs using ReLUs are easily optimized

due to the smoothed flow of gradients when the input to

ReLU is positive. The simplicity and effectiveness of

ReLU have made it the default choice for activation

function in the deep learning community.

However, ReLU suffers from the vanishing gradient

problem in the negative part and is not differentiable at the

origin. The vanishing gradient problem refers to the situ-

ation where the gradient of the objective function with

respect to the parameters becomes close to zero. When

training a network using optimization techniques such as

stochastic gradient descent (SGD) [14, 15], this means that

the parameters hardly get updated in the presence of van-

ishing gradients. Consequently, training becomes extre-

mely challenging or even impossible in the presence of

vanishing gradients. To overcome the shortcomings of

ReLU, various variants of ReLU have been pro-

posed [16–20]. The Gaussian Error Linear Unit (GELU)

gains popularity in the deep learning community due to its

efficacy in natural language processing tasks. GELU has

been used in BERT [21], GPT-3 [22], Instruct GPT [23]
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architectures and etc.. Swish shares similar properties like

the GELU, and it shows some good improvement of ReLU.

Moreover, the performance gains of the existing acti-

vation functions are not robust across different training

settings, models, datasets and tasks. In theory, the trainable

activation functions can enhance robustness. However, in

practice, the trainable activation functions often fail to

achieve consistent performance and may even perform

worse than the fixed activation functions due to the influ-

ence of different training settings. The parameters of the

trainable activation functions are often scalar parameters,

which are not on par with tensor parameters and may

require different learning rates. Additionally, the trainable

activation functions also increase the computational com-

plexity of backpropagation compared against the fixed

activation functions. Therefore, is it possible to find an

activation function design that does not require parameters

to be trainable while still being robust to different training

settings, models, datasets and tasks?

To solve this problem, we propose a universal smoothed

approximation for the maximum function maxðxi; axiÞ via
the linear combination of the smoothed ReLU and the

identity function. Additionally, we utilize exponential

moving average (EMA) to train the negative slope within

this smoothed approximation. To assess the efficacy of our

methodology, we also present a specific smoothed

approximation instance called Leaky Power Function

Linear Unit (LPFLU) to compare with the existing state-of-

the-art activation functions.

The main contributions of this paper can be summarized

as follows.

1. We propose a general smoothed approximation for-

mula for the maximum function maxðxi; axiÞ using the

linear combination of the smoothed ReLU and the

identity function. This general smoothed approxima-

tion is simple but efficient.

2. We use EMA to train the negative slope in this

smoothed approximation.

The rest of this paper is organized as follows. Related work

is analyzed in Sect. 2. Details of our proposed approach are

given in Sect. 3. Performance of LPFLU and some state-of-

the-art activation functions in different settings is analyzed

in Sect. 4. Experimental results and analysis are reported in

Sect. 5. The discussion is made in Sect. 6. The conclusion

is drawn in Sect. 7.

2 Related work

A linear function can be seen as a simple activation func-

tion where the output is a linear transformation of the input,

which is essentially a constant. Linear activation functions

do not introduce nonlinearity to the neural network.

However, neural networks require the introduction of

nonlinearity. Otherwise, despite having multiple layers, the

output of the neural network would be a linear function of

the input. Additionally, in practice, data is often not lin-

early separable. Therefore, nonlinear layers help to project

the data in a nonlinear manner into a feature space,

enabling them to be used with different objective functions.

To introduce nonlinearity into neural networks, the

Sigmoid and Tanh activation functions are early used,

defined as Eqs. (1) and (2), respectively,

rðxiÞ ¼
1

1þ expð�xiÞ
; ð1Þ

TanhðxiÞ ¼
expðxiÞ � expð�xiÞ
expðxiÞ þ expð�xiÞ

: ð2Þ

The motivation for using the Sigmoid and Tanh activation

functions is from biologically inspired neurons. However,

both the Sigmoid and Tanh functions suffer from saturation

at high and low input values, leading to the vanishing

gradient problem.

To alleviate the vanishing gradient problem, Jar-

rett et al. proposed the ReLU [13], defined as Eq. (3),

ReLUðxiÞ ¼ maxðxi; 0Þ ¼
xi; if xi [ 0;

0; if xi � 0:

�
ð3Þ

ReLU is an identity function in the positive part and zero in

the negative part. As a result, ReLU has a gradient of 1 in

the positive part and a gradient of 0 in the negative part.

Due to its simplicity and improved performance, ReLU has

become the state-of-the-art activation function in the neural

networks. ReLU addresses the vanishing gradient problem

that existed in the Sigmoid and Tanh activation functions

for the positive part. However, ReLU still suffers from the

zero gradient problem in the negative part. Additionally,

ReLU is not differentiable at the origin.

To overcome these limitations, various variants of

ReLU have been studied, e.g., Leaky ReLU (LReLU) [16],

Parametric ReLU (PReLU) [24], Randomized LReLU

(RReLU) [25], Parametric Tan Hyperbolic Linear

Unit [26], Exponential Linear Unit (ELU) [17], Scaled

ELU [27], Parametric ELU [28], Multiple Parametric

ELU [29], Fast ELU [30] and Elastic ELU [31]. These

variants aim to improve upon the drawbacks of ReLU

while maintaining its advantages. These activation func-

tions have demonstrated their superiority in convergence

time. However, the performance improvements of these

activation functions are often inconsistent across different

models and datasets.

Through the combination of ReLU, dropout [32], and

zoneout [33], Hendrycks et al. presented the GELU [18],

defined as Eq. (4),
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GELUðxiÞ ¼ xiUðxiÞ ¼ xiPðX� xiÞ: ð4Þ

Here UðxiÞ is the cumulative distribution function of the

standard normal distribution. As xi decreases, the proba-

bility of ‘‘dropping’’ the input increases, resulting in a

stochastic but input-dependent transformation applied to xi.

This mechanism, known as self-gating, shields the input

while retaining uncertainty and dependence on input val-

ues. GELU has several prominent advantages, including

nonsaturation in the positive part, sparsity in the negative

part, smoothness, and nonmonotonicity. These character-

istics make GELU perform exceptionally well in local

response normalization. Additionally, GELU can be seen

as a smoothed approximation of ReLU. Inspired by GELU,

a series of nonmonotonic activation functions have been

proposed, e.g., Swish [19], SiLU [34], Hardswish [35],

Rectified Exponential Unit (REU) [36], Mish [37], Log-

ish [38], Power Function Linear Unit (PFLU) [39], Fast

PFLU (FPFLU) [39], Smish [40] and Gish [41]. However,

under the condition of limited computing resources, these

activation functions have a higher computational cost

compared to ReLU.

Recently, the Padé Activation Unit (PAU) [20] was

proposed, which approximates the LReLU function using a

rational polynomial of a given order, defined as Eq. (5),

PAUðxiÞ ¼
PðxiÞ
QðxiÞ

: ð5Þ

Here PðxiÞ and QðxiÞ are two polynomials of order m and n,

respectively. While PAU improves network performance in

image classification problems, surpassing ReLU, its vari-

ants and Swish, it suffers from the drawback of having a

number of trainable parameters. This significantly increa-

ses network complexity and computational costs. To

address this drawback, several alternatives have been

proposed, including Smooth Activation Unit (SAU) [42],

Smooth Maximum Unit (SMU) [43], and SMU-1 [43].

In summary, the existing activation functions have made

certain progress in addressing issues such as vanishing

gradients, dead neurons, and computational costs, but each

activation function has its own limitations. Therefore, there

is a need to design a novel activation function that is both

simple and effective, and can adapt to different training

settings, models, datasets, and tasks. This is the motivation

behind the proposal of LPFLU in this paper.

3 Proposed approach

In this section, we propose a novel general approximation

formula for LReLU [16] using the linear combination of

the smoothed ReLU and the identity function. To enhance

the adaptability of this approximation formula, we utilize

EMA technique to train the negative slope.

3.1 Smoothed approximation of the Leaky ReLU

LReLU is a widely used activation function that introduces

a fixed negative slope a when the input is negative, to avoid
the zero gradient problem of the ReLU function in the

negative input region. LReLU is defined as Eq. (6),

LReLUðxiÞ ¼ maxðxi; axiÞ

¼
xi; if xi [ 0;

axi; if xi � 0:

(
ð6Þ

Here xi denotes the i-th element of the input tensor X, and a
denotes the negative slope. However, LReLU has discon-

tinuity at the zero point, which may adversely affect the

training efficiency and stability of neural networks.

To address this issue, we use interval mapping technique

and smoothed approximation of ReLU to derive the general

smoothed approximations of LReLU. First, we rewrite

Eq. (6) using interval mapping techniques, thereby deriv-

ing Eq. (7),

f ðxiÞ ¼ xiðhðxiÞðb� aÞ þ aÞ

¼ ðb� aÞxihðxiÞ þ axi

¼ ðb� aÞReLUðxiÞ þ axi;

s.t. b[ a� 0:

ð7Þ

Here hðxiÞ denotes the step function, b denotes the positive

slope, and a denotes the negative slope. The interval

mapping technique is specifically denotes hðxiÞðb� aÞ þ a

in Eq. (7), to map the interval (0, 1) to the interval (a, b).

When a ¼ a and b ¼ 1, Eq. (7) is equivalent to Eq. (6).

This states that LReLU can be expressed as the sum of the

weighted (with weight 1� a) ReLU function and the

weighted (with weight a) input variable.
Further, when the ReLU in Eq. (7) is replaced with its

smoothed version, then Eq. (7) naturally represents the

smoothed version of LReLU. Then, we seek the smoothed

version of ReLU. There are multiple known approxima-

tions to ReLUðxiÞ, e.g., GELUðxiÞ, SwishðxiÞ and

PFLUðxiÞ. In this paper, we focus on one specific

approximation to ReLUðxiÞ, namely PFLUðxiÞ. By means

of replacing ReLUðxiÞ with PFLUðxiÞ and setting b ¼ 1 in

Eq. (7), we obtain a smoothed approximation case for

LReLU, which is expressed as Eq. (8),

f ðxiÞ ¼ ð1� aÞPFLUðxiÞ þ axi: ð8Þ

The function in Eq. (8) is named to as LPFLU.

The first-order derivative of Eq. (8) with respect to the

input variable xi is given by Eq. (9),
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o

oxi
LPFLUðxiÞ ¼ ð1� aÞ o

oxi
PFLUðxiÞ þ a: ð9Þ

Figure 1 displays comparison between LReLU and LPFLU

when the negative slope is 0.1. As shown in Fig. 1, our

LPFLU provides a smoothed approximation of LReLU

from below. Figure 2 plots LPFLUs and their first-order

derivatives for various negative slope values.

3.2 Training the negative slope using
exponential moving average

In LPFLU, the training of the negative slope a is mainly

done in three different forms. The first form is a fixed

constant, the second form is a trainable parameter, and the

third form involves using a random number during training

and a fixed value during testing. In Sect. 1, we have ana-

lyzed that trainable scalar parameters cannot be treated on

par with trainable tensor parameters, i.e., trainable scalar

parameters require more fine-grained learning rate settings.

Therefore, we utilize EMA to train the negative slope

parameter a.

In the train phase, at (the subscript t denotes training

iterations) is a random number sampled from a uniform

distribution Uðl; uÞ, as formulated in Eq. (10),

at �Uðl; uÞ; s.t. l\u and l; u 2 ½0; 1Þ: ð10Þ

In the test phase, we take EMA of all the at in training to

get a deterministic result, as formulated in Eq. (11),

at ¼ mat�1 þ ð1� mÞat; s.t. m 2 ð0; 1Þ: ð11Þ

Here a0 ¼ ðlþ uÞ=2.
In the Residual/Dense/Shuffle connection blocks, the

EMA algorithm is activated (as shown in Fig. 3), while in

the feedforward connection blocks, a fixed negative slope

value is used (as shown in Fig. 4), in order to avoid

introducing too much randomness into the network model.

4 Analysis of typical CNN components

In this section, our aim is to showcase the superior per-

formance of the LPFLU against the existing state-of-the-art

activation functions. We will demonstrate the image clas-

sification performance of various components within the

CNN, including batch size, learning rate, network depth,

initializer, optimizer, data augmentation and noise, using

the LPFLU and existing state-of-the-art activation func-

tions, which include ReLU, Mish, PFLU, SMU and Gish.

For all experiments, we considered SMU as trainable

activation functions. We initialized l at 1.0 for SMU. All

trainable parameters were updated using the backpropa-

gation [44] algorithm. We set the hyperparameter a at 0.2

for SMU. And we set l ¼ 0, u ¼ 0:02 for LPFLU. The

value of m for LPFLU was set to be equal to the value of

momentum in the batch normalization (BN) layer [45]. For

this purpose, we used EfficientNet [46] as the underlying

architecture for batch size, learning rate, network depth and

initializer. We also used RegNet [47] as the underlying

architecture for optimizer, data augmentation and noise.

All experiments were trained and evaluated on the CIFAR-

100 [48] dataset. The EfficientNet and RegNet models only

retained the last three spatial downsamplings.

The CIFAR-100 dataset consists of colored natural

images with dimensions of 32� 32 pixels and includes 100

categories, each containing 600 images. During the training

process on CIFAR-100, we employed standard data aug-

mentation techniques such as random color space trans-

formation and random horizontal flipping.

Fig. 1 Comparison between LReLU and LPFLU when the negative slope is 0.01. Best viewed in color
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The evaluation metrics included the top-1 error rate and

top-5 error rate. Top-1 error rate refers to the situation

where the category with the highest probability predicted

by the model does not match the actual category. In clas-

sification tasks, the model assigns a probability to each

category, with the category having the highest probability

being considered the model’s predicted category. If this

category with the highest probability does not align with

the true category, it is counted as a top-1 error rate. This

metric is one of the important indicators for measuring the

accuracy of model predictions, especially in application

scenarios that require high accuracy. Top-5 error rate refers

to the situation where the true category is not among the

top five highest probability categories predicted by the

model. This metric is usually used to measure the perfor-

mance of the model under more lenient prediction condi-

tions, that is, as long as the true category is among the top

five predicted by the model, the model is considered to

have made a correct prediction.

All experimental tasks were conducted on a single

computer with the following specifications: CPU Intel(R)

Core(TM) i7-11700K, GPU Nvidia RTX A5000, RAM

32GB, Python 3.11.5, PyTorch [49] 2.1.2, Cudatoolkit 12.1

and Cudnn 8.9.

Fig. 2 LPFLUs and their first-order derivatives for various negative slope values. Best viewed in color

Fig. 3 Activating the EMA algorithm of LPFLU in the Residual/Dense/Shuffle connection blocks

Fig. 4 Fixing negative slope

value of LPFLU in the

feedforward connection blocks
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4.1 Analysis of various batch size

Batch size refers to the number of samples selected for a

training set, and it plays a crucial role in model optimiza-

tion. Typically, a larger batch size leads to a more accurate

descent direction and reduced training fluctuations. How-

ever, there comes a point where further increasing the

batch size has little impact on the descent direction. It is

common practice to set the batch size as a power of 2,

which facilitates binary calculations and enhances graphics

processing unit computing and storage efficiency.

In this study, we conducted experiments using different

batch sizes, specifically 16, 32, 64, and 128. The underly-

ing architecture was set to EfficientNet-B0. Parameters of

networks were optimized using the Adam [9]. All models

were trained from scratch for a total of 80 epochs. The

initial learning rate was set to 2e� 3. For the first 390

steps, the learning rate scaling factor linearly increased

from 0 to 1. From step 390 to 21450, the learning rate

scaling factor linearly decayed from 1 to 0.01. For step

values greater than or equal to 21450, the learning rate

scaling factor remained constant at 0.01. For each convo-

lution layer and fully connected layer, the weights were

initialized using Xavier uniform distribution [5], and if

biases were used, they were initialized with zeros. In each

BN layer [45], if the scaling parameter (c) was used, it was

initialized with ones, and if the shift parameter (b) was

used, it was initialized with zeros. The corresponding

experimental results are shown in Fig. 5.

As shown in Fig. 5a, Mish, PFLU, and LPFLU consis-

tently achieved lower top-1 error rates than ReLU, SMU,

and Gish across different batch sizes. As shown in Fig. 5b,

ReLU achieved the lowest top-5 error rate across different

batch sizes, and both ReLU and LPFLU consistently

achieved lower top-5 error rates than Mish, PFLU, SMU,

and Gish.

4.2 Analysis of various initial learning rate

The learning rate represents the information accumulation

speed in the neural network training. Here we selected

initial learning rates of 0.002, 0.02 and 0.2, respectively.

The underlying architecture was set to EfficientNet-B0.

Parameters of networks were optimized using Stochastic

Gradient Descent (SGD) [8, 14, 15] with momentum of

0.9. The batch size was set to 128. For each convolution

layer and fully connected layer, the weights were initial-

ized using Xavier uniform distribution. The corresponding

experimental results are shown in Fig. 6.

As shown in Fig. 6, when the learning rate was set to 2,

Gish and LPFLU achieved lower error rates compared to

ReLU, Mish, PFLU, and SMU. When the learning rate was

set to 0.002, 0.02, and 0.2, these activation functions

exhibited similar performance.

4.3 Analysis of various network depth

The network depth plays a crucial role in various aspects

such as the expressive power of the network, feature

learning, and model performance. Here we selected Effi-

cientNet-B0, EfficientNet-B2 and EfficientNet-B4,

respectively. Parameters of networks were optimized using

Adam. The batch size was set to 128. The initial learning

rate was set to 2e� 3. For each convolution layer and fully

connected layer, the weights were initialized using Xavier

uniform distribution. The corresponding experimental

results are shown in Fig. 7.

As shown Fig. 7a, across different depths of the Effi-

cientNet network, Mish and LPFLU achieved lower top-1

Fig. 5 Test error rate vs. batch size for ReLU, Mish, PFLU, SMU, Gish and LPFLU. Best viewed in color
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error rates compared to ReLU, PFLU, SMU, and Gish. As

shown in Fig. 7b, ReLU achieved the lowest top-5 error

rate across different depths of the EfficientNet network.

4.4 Analysis of various initializer

Initialization plays a crucial role in neural networks as it

determines the initial state of the network during training.

Proper initialization methods can help the network learn

and converge more effectively, while improper initializa-

tion can lead to training difficulties or performance

degradation. Here we selected Kaiming normal [24],

Orthogonal [50], Xavier normal [5] and Xavier uni-

form [5], respectively. The underlying architecture was set

to EfficientNet-B0. Parameters of networks were optimized

using Adam. The batch size was set to 128. The initial

learning rate was set to 2e� 3. The corresponding exper-

imental results are shown in Fig. 8.

As shown in Fig. 8a, across different initializations,

PFLU and LPFLU achieved lower top-1 error rates com-

pared to ReLU, Mish, SMU, and Gish. As shown in

Fig. 8b, ReLU achieved more robust top-5 error rate across

different initializations.

4.5 Analysis of various optimizer

The objective of deep learning encompasses the iterative

refinement of network parameters to enable them to exe-

cute a spectrum of nonlinear transformations on input data,

thereby aligning with the desired output. This endeavor is

fundamentally an exploration for the most effective solu-

tion. Consequently, the identification of an appropriate

optimizer and the subsequent parameter adjustments are

Fig. 6 Test error rate vs. learning rate for ReLU, Mish, PFLU, SMU, Gish and LPFLU. Best viewed in color

Fig. 7 Test error rate vs. network depth for ReLU, Mish, PFLU, SMU, Gish and LPFLU. Best viewed in color
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pivotal to advancing deep learning studies. Here we

selected Adam and SGD with momentum of 0.9. The

underlying architecture was set to RegNetY-800MF. The

batch size was set to 128. If the optimizer was Adam, the

initial learning rate was set to 2e� 3. If the optimizer was

SGD, the initial learning rate was set to 0.2. For each

convolution layer and fully connected layer, the weights

were initialized using Xavier uniform distribution. The

corresponding experimental results are listed in Table 1.

As shown in Table 1, LPFLU achieved the lowest top-1

error rate of 31:26% and the lowest top-5 error rate of

10:21% when parameters of networks were optimized

using Adam. LPFLU performed a little worse when

parameters of networks were optimized using SGD.

4.6 Analysis of whether using data
augmentation or not

Data augmentation enhances the diversity of training data,

which improves the model’s generalization ability and thus

enhances the model’s performance. Here we selected using

data augmentation and not using data augmentation. The

underlying architecture was set to RegNetY-800MF.

Parameters of networks were optimized using Adam. The

batch size was set to 128. The initial learning rate was set

to 2e� 3. The corresponding experimental results are lis-

ted in Table 2.

As shown in Table 2, LPFLU achieved the lowest top-1

error rate of 31:26% and the lowest top-5 error rate of

10:21% when data augmentation was used. LPFLU

achieved the second-lowest top-1 error rate of 36:29%

when data augmentation was not used.

4.7 Analysis of whether using noise in the data
or not

Adding random noise to the training data simulates the

variations found in real-world data, thereby increasing the

model’s robustness and helping it learn more generalized

features. Here we selected using Gaussian noise

(Z�N ð0; 0:1Þ) and not using Gaussian noise. The under-

lying architecture was set to RegNetY-800MF. Parameters

of networks were optimized using Adam. The batch size

was set to 128. The initial learning rate was set to 2e� 3.

The corresponding experimental results are listed in

Table 3.

Fig. 8 Test error rate vs. initializer for ReLU, Mish, PFLU, SMU, Gish and LPFLU. Best viewed in color

Table 1 Test error rate vs.

optimizer for ReLU, Mish,

PFLU, SMU, Gish and LPFLU

Activation Adam [9] SGD [8]

Top-1 err. (%) # Top-5 err. (%) # Top-1 err. (%) # Top-5 err. (%) #

ReLU [13] 32.69 10.61 35.71 12.17

Mish [37] 31.65 10.26 33.36 10.87

PFLU [39] 31.98 10.23 33.30 10.69

SMU [43] 31.71 10.33 32.02 9.42

Gish [41] 32.76 10.99 33.13 10.36

LPFLU (Ours) 31.26 10.21 33.40 11.05

The bold denotes the best result
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As shown in Table 3, LPFLU consistently achieved the

lowest top-1 error rate regardless of whether noise was

used. When noise was not used, LPFLU achieved the

lowest top-5 error rate of 10:21%. When noise was used,

LPFLU achieved the second-lowest top-5 error rate of

11:63%.

4.8 Comprehensive analysis of the above all
typical CNN components

Sections 4.1, 4.2, 4.3, 4.4, 4.5, 4.6, and 4.7 analyzed the

impact of batch size, initial learning rate, network depth,

initializers, optimizers, data augmentation, and noise on the

performance of activation functions. Although these anal-

yses provided the independent effects of each component,

in practice, these components often act together on the

model. Therefore, this section will attempt to integrate the

existing results for a comprehensive analysis, focusing on

the performance of the LPFLU activation function under

integrated conditions.

By means of comparing the performance of various

activation functions under different component settings (as

shown in Figs. 5, 6, 7 and 8 and Tables 1, 2 and 3), two

common trends can be observed.

Superiority of LPFLU in most components Whether

under different batch sizes, initial learning rates, network

depths, initializer settings, or in terms of optimizer choices,

data augmentation, and noise handling, LPFLU generally

exhibited lower top-1 and top-5 error rates. This indicates

that LPFLU has strong adaptability and stability across

various component combinations.

Interactions between components Although the impact

of each component on model performance may vary when

analyzed individually, their interactions under compre-

hensive conditions can be more complex, e.g., a larger

batch size usually helps the model to converge, but an

excessively high learning rate may lead to unstable train-

ing; data augmentation and noise handling can improve the

model’s generalization ability, but the specific effects also

depend on the settings of other components.

Based on the two common trends, the following analy-

ses can be drawn.

Stability and adaptability LPFLU is more likely to

exhibit stable performance across different combinations of

components.

Great performance In most comprehensive conditions,

LPFLU is more likely to have lower top-1 and top-5 error

rates compared to other activation functions in image

classification tasks.

5 Experimental results

In Sect. 4, apart from the component analysis of LPFLU,

we will conduct image classification and object detection

experiments using LPFLU and other activation functions in

Table 2 Test error rate vs. data

augmentation for ReLU, Mish,

PFLU, SMU, Gish and LPFLU

Activation Using data augmentation Not using data augmentation

Top-1 err. (%) # Top-5 err. (%) # Top-1 err. (%) # Top-5 err. (%) #

ReLU [13] 32.69 10.61 38.48 14.13

Mish [37] 31.65 10.26 36.46 12.50

PFLU [39] 31.98 10.23 37.45 13.08

SMU [43] 31.71 10.33 36.49 12.55

Gish [41] 32.76 10.99 36.11 12.52

LPFLU (Ours) 31.26 10.21 36.29 12.94

The bold denotes the best result

Table 3 Test error rate vs. noise

for ReLU, Mish, PFLU, SMU,

Gish and LPFLU

Activation Not using noise Using noise

Top-1 err. (%) # Top-5 err. (%) # Top-1 err. (%) # Top-5 err. (%) #

ReLU [13] 32.69 10.61 35.02 11.38

Mish [37] 31.65 10.26 36.07 12.55

PFLU [39] 31.98 10.23 35.28 11.80

SMU [43] 31.71 10.33 35.65 12.60

Gish [41] 32.76 10.99 37.63 13.90

LPFLU (Ours) 31.26 10.21 34.73 11.63

The bold denotes the best result
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different CNN architectures. The CIFAR [48] and PAS-

CAL VOC [51] datasets will be used to evaluate the per-

formance of LPFLU.

5.1 Implementation details

For evaluating and comparing various activation functions

on CIFAR [48] classification, we utilized two commonly

used CNN architectures as backbone models: EfficientNet-

B0 [46] and RegNetY-800MF [47]. All backbone network

models only retained the last three spatial downsamplings.

The network parameters were optimized using the Adam

optimizer [9] with a mini-batch size of 128. All models

were trained from scratch for 80 epochs. The initial

learning rate was set to 2e� 3. If the step value was less

than 390, the learning rate scaling factor linearly increased

from 0 to 1. For step values between 390 and 21450, the

learning rate scaling factor linearly decayed from 1 to 0.01.

If the step value was greater than or equal to 21450, the

learning rate scaling factor remained constant at 0.01.

We also evaluated and compared various activation

functions on PASCAL VOC [51] using the SSDLite

architecture [35]. The network was trained from scratch for

80 epochs using the Adam optimizer [9] with a mini-batch

size of 100. The initial learning rate was set to 4e� 3. If

the step value was less than 171, the learning rate scaling

factor linearly increased from 0 to 1. For step values

between 171 and 9405, the learning rate scaling factor

linearly decayed from 1 to 0.01. If the step value was

greater than or equal to 9405, the learning rate scaling

factor remained constant at 0.01.

We further evaluated and compared various activation

functions on CityScapes [52] using U-net [53]. The net-

work was trained from scratch for 80 epochs using the

Adam optimizer [9] with a mini-batch size of 16. The

initial learning rate was set to 2e� 3. If the step value was

less than 185, the learning rate scaling factor linearly

increased from 0 to 1. For step values between 185 and

10175, the learning rate scaling factor linearly decayed

from 1 to 0.01. If the step value was greater than or equal to

10175, the learning rate scaling factor remained constant at

0.01.

In each convolution layer and fully connected layer, the

weights were initialized using Xavier uniform distribu-

tion [5], and if biases were used, they were initialized with

zeros. In each BN layer [45], the scaling parameter (c) was

initialized with ones, and if the shift parameter (b) was

used, it was initialized with zeros.

All experimental tasks were conducted on a single

computer with the following specifications: CPU Intel(R)

Core(TM) i7-11700K, GPU Nvidia RTX A5000, RAM

32GB, Python 3.11.5, PyTorch [49] 2.1.2, Cudatoolkit 12.1

and Cudnn 8.9. All time benchmark tasks were conducted

on another single computer with the following specifica-

tions: CPU Intel(R) Core(TM) i9-10900K, GPU Nvidia

Quadro RTX 4000, RAM 64GB, Python 3.12.4, PyTorch

2.3.1, Cudatoolkit 12.1 and Cudnn 8.9.

5.2 Image classification performance on CIFAR-
100 using different network architectures

In this subsection, we will show the test error rate results of

LFPLU with ReLU, Mish, PFLU, SMU and Gish on

CIFAR-100. Table 4 shows the test error rate of various

popular network architectures including EfficientNet-B0

and RegNetY-800MF.

As shown in Table 4, it could be seen that in Effi-

cientNet-B0, LPFLU achieved the second-lowest top-1

error rate and the third lowest top-5 error rate. In RegNetY-

800MF, LPFLU achieved the best results in both top-1 and

top-5 errs.. In RegNetY-800MF, LPFLU reduced the top-1

error rate by 1:11% and the top-5 error rate by 0:84%
compared to ReLU. In RegNetY-800MF, LPFLU reduced

the top-1 error rate by 1:07% and the top-5 error rate by

0:49% compared to Mish.

Figure 9 depicts the training curve of epoch vs. top-1

error rate. As shown in this figure, it could be seen that all

models were well trained, and no overfitting phenomenon

has occurred.

5.3 Object detection performance on PASCAL
VOC

Subsequently, we proceeded to conduct experiments on the

PASCAL VOC 2007/2012 dataset [51]. This dataset con-

sists of 20 classes. The PASCAL VOC 2012trainval dataset

comprises 11530 images with 27450 ROI annotated

objects. We trained all object detectors using the VOC

2012trainval dataset and evaluated the performance on the

VOC 2007test dataset for comparison. During the training

process on PASCAL VOC, we applied standard data aug-

mentation techniques, including random color space

transformation and random horizontal flipping. The input

image resolution for the detectors was set to 320� 320

pixels. We utilized the metrics provided by the COCO API

as the evaluation criteria. The results are presented in

Table 5, where LPFLU achieved the highest performance

in terms of mAP@50, mAP, and mAP@75, respectively.

5.4 Semantic segmentation performance
on CityScapes

We further presented additional findings on the well-known

CityScapes [52] dataset. This dataset encompasses a wide

range of urban street scenes from over 50 distinct cities

captured at different times of the year, and includes ground
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truth data for semantic segmentation and instance-level

segmentation. The segmentation labels cover more than 30

classes, we trained our segmentation models using only 20

of them. Our evaluation metrics were the mean Intersec-

tion-Over-Union (mIOU) and the pixel accuracy, and our

results are shown in Table 6, where LPFLU achieved the

highest performance in terms of mIOU and pixel acc.,

respectively.

5.5 Computational complexity

Table 7 lists the computational complexity of various

activation functions. The inference speed was measured as

follows: The input size was X 2 R32�1024�56�56 (32 for

batch size, 1024 for the number of channels, 56 for height,

and 56 for width), and the measurements were repeated 300

times.

Table 4 Comparison results

between different activation

functions on CIFAR-100

Activation EfficientNet-B0 [46] RegNetY-800MF [47]

Top-1 err. (%) # Top-5 err. (%) # Top-1 err. (%) # Top-5 err. (%) #

ReLU [13] 32.10 10.25 32.69 10.61

Mish [37] 32.22 10.53 31.65 10.26

PFLU [39] 31.76 10.33 31.98 10.23

SMU [43] 32.89 11.08 31.71 10.33

Gish [41] 33.54 11.03 32.76 10.99

LPFLU (Ours) 32.15 10.35 31.26 10.21

The bold denotes the best result

Fig. 9 Epoch vs. top-1 error rate. Best viewed in color

Table 5 Comparison results between different activation functions on

PASCAL VOC 2007test. The bold denotes the best result

Activation mAP@50 (%) " mAP (%) " mAP@75 (%) "

ReLU [13] 36.4 19.4 18.6

Mish [37] 36.4 19.9 19.4

PFLU [39] 37.1 20.0 19.3

SMU [43] 37.1 20.0 19.4

Gish [41] 36.7 19.8 19.0

LPFLU (Ours) 37.8 20.5 19.8

The bold denotes the best result

Table 6 Comparison results between different activation functions on

CityScapes

Activation mIOU (%) " Pixel acc. (%) "

ReLU [13] 48.45 91.45

Mish [37] 49.88 91.64

PFLU [39] 49.76 91.63

SMU [43] 48.20 91.37

Gish [41] 48.81 91.58

LPFLU (Ours) 50.23 91.77

The bold denotes the best result
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As seen in Table 7, the inference speed of LPFLU is

faster than Mish and SMU, but slower than ReLU, PFLU,

and Gish.

6 Discussion

General analysis of experimental results The comprehen-

sive experimental results presented in Sect. 4 demonstrate

the superior performance of the proposed LPFLU com-

pared to the existing state-of-the-art activation functions,

including ReLU, Mish, PFLU, SMU, and Gish. These

findings are robust across various CNN components,

training configurations, models, and datasets.

Stability and adaptability of LPFLU The analysis in

Sects. 4.1, 4.2, 4.3, 4.4, 4.5, 4.6, and 4.7 highlights the

strong stability and adaptability of LPFLU. Across differ-

ent batch sizes, initial learning rates, network depths, ini-

tializers, optimizers, data augmentation, strategies, and the

presence or absence of noise, LPFLU consistently exhib-

ited stable performance. This indicates that models utiliz-

ing LPFLU are more likely to maintain good performance

when there are variations in component configurations,

enhancing their robustness in practical applications.

Superior performance in image classification As shown

in Table 4, LPFLU achieved the best results in both top-1

and top-5 error rates on the CIFAR-100 dataset using the

RegNetY-800MF architecture. Specifically, LPFLU

reduced the top-1 error rate by 1:11% and the top-5 error

rate by 0:84% compared to ReLU, and by 1:07% and

0:49% compared to Mish, respectively. These improve-

ments demonstrate the superior performance of LPFLU in

image classification tasks.

Effectiveness in object detection and semantic segmen-

tation Beyond image classification, LPFLU also demon-

strated effectiveness in object detection and semantic

segmentation tasks. As shown in Table 5, LPFLU achieved

the highest performance in terms of mAP@50, mAP, and

mAP@75 on the PASCAL VOC dataset. Similarly, in

Table 6, LPFLU achieved the highest performance in terms

of mIOU and pixel accuracy on the CityScapes dataset.

These results further confirm the broad applicability and

effectiveness of LPFLU across different computer vision

tasks.

Computational complexity While LPFLU exhibits

superior performance in terms of accuracy and robustness,

its computational complexity should also be considered. As

shown in Table 7, the inference speed of LPFLU is faster

than Mish and SMU but slower than ReLU, PFLU, and

Gish. This trade-off between performance and complexity

needs to be taken into account when selecting an activation

function for a particular application.

Future directions To enhance the inference speed of

LPFLU, the following areas in future work will be

explored. (1) Optimizing algorithm implementation: By

means of conducting performance analysis of the code,

identifying and eliminating bottlenecks, ensure efficient

execution of the algorithm. (2) Low-precision computation:

Consider adopting low-precision computation techniques,

such as using half-precision floating-point numbers (FP16)

or even lower precision data types for calculations. Low-

precision computation can significantly speed up inference

without markedly reducing model performance. (3) Hard-

ware acceleration: Explore the use of modern hardware

acceleration technologies, such as GPUs and TPUs, to

accelerate LPFLU. By means of optimizing the parallelism

of computational tasks and leveraging specific hardware

acceleration instruction sets, further enhance inference

speed.

Future directions Despite LPFLU’s strong robustness

under noisy conditions, its performance can be further

improve in future work using the following methods. (1)

Enhance noise adaptability: Explore the introduction of

more types of noise during training (e.g., salt-and-pepper

noise, impulse noise) to train LPFLU’s adaptability to more

complex noise patterns. Using this method, further

improvements in LPFLU’s performance under noisy con-

ditions can be expected. (2) Optimize parameter training

strategies: Continue to research and optimize training

strategies for the negative slope parameter, such as

exploring the use of more advanced optimization algo-

rithms or adaptive learning rate adjustment strategies. This

helps LPFLU better learn parameter settings suitable for

noisy data during training. (3) Combine with other regu-

larization techniques: Consider using LPFLU in conjunc-

tion with other regularization techniques (e.g., Dropout, L2

regularization) to enhance the model’s generalization

ability under noisy conditions. These regularization tech-

niques can further improve LPFLU’s performance on noisy

data by means of reducing the risk of model overfitting. (4)

In-depth analysis of noise impact: Conduct a more in-depth

analysis of how noise affects the model training process to

understand the internal mechanisms behind LPFLU’s good

Table 7 Inference speed of various activation functions

Method CPU (FPS) " GPU (FPS) "

ReLU [13] 22.27 435.09

Mish [37] 0.90 19.13

PFLU [39] 3.65 55.86

SMU [43] 0.78 15.93

Gish [41] 3.41 69.01

LPFLU (Ours) 2.20 39.23

The bold denotes the best result
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performance under noisy conditions. This will help to

propose more targeted improvement strategies to further

enhance LPFLU’s performance.

7 Conclusion

In this paper, we present a universal smoothed approxi-

mation formula for the maximum function maxðxi; axiÞ
using the linear combination of the smoothed ReLU and

the identity function. This general smoothed approximation

is both straightforward and effective. Additionally, we

employ the EMA to train the negative slope within this

smoothed approximation. The experimental results provide

evidence that our LPFLU surpasses the current state-of-the-

art activation functions in enhanced robustness across

various training configurations, models, datasets, and tasks.
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